
Chapter 4

GENETIC AND EVOLUTIONARY

COMPUTATION

This chapter introduces genetic and evolutionary computing, focus-
ing on the traditional genetic algorithm. It also discusses, in general
terms, the use of parallelism to scale up genetic and evolutionary com-
putation technologies for complex applications, and the applicability of
these technologies for various types of problems including those related
to quantum computing.

1. What is Genetic and Evolutionary
Computation?

The phrase “genetic and evolutionary computation” is used in the lit-
erature to describe a wide array of computational enterprises that borrow
general principles from genetics and from evolutionary biology. The mo-
tivations for these enterprises vary considerably. Some researchers are
primarily interested in the processes that underlie biological genetics
and evolution, and they use computational models (which may include
problem-solving components) as tools to develop, test, and refine bio-
logical theory. Others are primarily interested in the problem-solving
potential exhibited by evolution and by living systems, and they borrow
methods from nature mainly for the sake of engineering more powerful
problem-solving systems. And of course many researchers combine both
of these motivations, perhaps with others as well.

In this book the focus is on the engineering applications of genetic and
evolutionary computation; we seek methods by which the space of quan-
tum algorithms can be explored, and we turn to genetic and evolutionary
computation because it provides powerful problem-solving methods that
are well suited to this application area. While fidelity to natural genetic
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Figure 4.1. A problem-solving strategy common to many forms of genetic and evo-
lutionary computation.

and evolutionary systems is not our primary concern, insights from biol-
ogy may nonetheless be essential. Nature’s “problem-solving methods”
are not yet completely understood, and we, as engineers, cannot yet be
sure which of nature’s methods will serve us best. Indeed, the argument
can be made that the cutting edge of practice in genetic and evolutionary
computation is moving ever more swiftly toward biology, largely because
biological systems still outstrip our technologies in terms of adaptive ca-
pacity. For example, recent advances in genetic programming techniques
use mechanisms derived from DNA dynamics, learning mechanisms in
neural networks, immune systems, regulatory networks, and biological
gene expression processes (Spector, 2003). A few of these advances, in
particular some of those related to the development and evolution of
modular structures, will be discussed in later chapters of this book.

Many genetic and evolutionary computation systems conform to the
general structure shown in Figure 4.1. We begin with a population of
random individuals. In a problem-solving context an “individual” is
usually a candidate solution — something selected from the (normally
immense) set of the kinds of things that could possibly be solutions. Of
course, since the initial population is random it is unlikely that any of
these individuals will actually be a solution, but these individuals become
the starting points for an evolutionary search of the space of candidate
solutions.

We then assess the fitness of the individuals in the population. The
term “fitness” is used here, as in most genetic and evolutionary compu-
tation literature, in a sense different from that which it normally has in
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biology: it means the value of an individual relative to one’s problem-
solving goal. The biologist’s notion of “reproductive fitness” is useful
in genetic and evolutionary computation as well, but it applies here not
to the goal-relative “fitness” measure alone, but rather to the combined
effects of goal-relative fitness, selection, and variation. Although there
are “ecological” and “co-evolutionary” exceptions, fitness is normally
assessed for each individual in isolation from the remainder of the pop-
ulation and from any significant external environment.

We use the goal-oriented fitness measure both to drive evolution and
to determine success. If, during fitness assessment, a solution to the
posed problem is found, then the solution is produced as output and the
system halts. Until this happens (or until the user gives up) the system
proceeds through a loop of selection, variation, and re-assessment.

The details of this “selection, variation, assessment” loop, and of
the representations and algorithms used within it, vary among differ-
ent forms of genetic and evolutionary computation. For example, in
some (“generational”) methods the entire population is assessed first
and is then subjected to distinct population-wide selection and varia-
tion procedures. In other (“steady state”) methods single individuals
or small groups of individuals are progressed through the entire loop
independently. Selection may be based on virtual roulette wheels or on
tournaments or on other abstractions. Variation may be asexual (mu-
tation) or sexual (recombination or crossover), and may come in many
forms; researchers have experimented with dozens if not hundreds of
different mutation and recombination operators.

The extent to which some genetic and evolutionary computation vari-
ants might be better than others, in general or for certain sorts of ap-
plications, has been a topic of considerable interest in the research com-
munity. Many of these questions are addressed within discussions of so-
called “No Free Lunch” theorems (for example, Wolpert and Macready,
1997; Droste et al., 1999; Whitley, 1999; Christensen and Oppacher,
2001; Schumacher et al., 2001; Igel and Toussaint, 2003; Woodward and
Neil, 2003). Aside from noting that this range of variation exists, along
with the associated discussion (and meta-discussion) of the relative mer-
its of the variants, we will not directly address these issues further in
this book; we present methods that can be applied to the task of auto-
matic quantum computer programming, and we leave it to the reader to
consider or experiment with variations that may produce better results.

2. Genetic Algorithms

One of the most straightforward and widely applied forms of genetic
and evolutionary computation is the “genetic algorithm” (GA) as devel-
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oped by John Holland (Holland, 1992). In the simplest genetic algorithm
each individual is a linear chromosome consisting of some fixed number
of loci. At each locus of each chromosome is, in the simplest case, a
single bit (0 or 1), although sometimes a larger or even unbounded (e.g.
continuous) “genetic alphabet” is used. Each chromosome encodes a
potential solution to the target problem in some problem-specific way.
For example, for one problem each locus of a chromosome might encode
a direction to turn in a maze, while for another problem the loci may
encode coefficients of a polynomial. Whatever the encoding, the fitness
function takes a chromosome as input and produces a fitness value as
output.

The traditional genetic algorithm is generational. All chromosomes
are assessed for fitness, and then chromosomes are selected, in a fitness-
proportionate way, to contribute to the next generation via reproduction
and genetic operators.

One popular selection method is “tournament selection.” In tourna-
ment selection we designate a tournament size T (usually between 2 and
7), and each time that we want to select a chromosome we first ran-
domly select T chromosomes. We then compare the fitness values of the
chromosomes and return, as the selection, the one with the best fitness.
This method is simple to implement and it allows for selection pressure
to be adjusted by changing the tournament size.

The most common genetic operators are point mutations, in which the
contents of single loci are probabilistically replaced or perturbed (e.g.
by Gaussian noise), and crossovers, in which an offspring is produced by
concatenating a left-hand portion of one chromosome with a right-hand
portion of another, with the “crossover point” chosen randomly. Vari-
ations on these operators abound; for example, in “uniform crossover”
each locus is randomly selected from one or the other of two parents.
In some schemes the meaning of a locus is de-coupled from the position
of the locus on the chromosome, allowing the system to learn appropri-
ate “linkages” between loci, rather than having them determined by a
pre-defined sequence. Some schemes have been derived purely on the
basis of engineering considerations, while others, for example the use of
“diploid” chromosomes, have been derived from biology.

Genetic algorithms have been the subject of intensive study and de-
velopment and many successful systems, developed according to a wide
variety of designs, have been fielded in a wide range of application ar-
eas. Good introductory-level treatments of genetic algorithms and their
applications include (Goldberg, 1989) and (Mitchell, 1996).
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3. Scalability via Parallelism
Because genetic and evolutionary computation systems process pop-

ulations, and because many of the operations that are performed on the
population’s individuals are performed independently for each individual
(e.g., many forms of fitness assessment), these systems are well suited
to parallelization across multiple computer systems. Indeed, loose cou-
pling of multiple sub-populations (often called “demes”) with occasional
migrations can actually be advantageous to the evolutionary process by
slowing the fixation of sub-optimal genetic patterns throughout the sys-
tem. One can therefore deploy genetic and evolutionary computation
systems across large clusters that have moderate or low interconnec-
tion bandwidth, thereby reaping gains both in overall computational
throughput and in search performance. For this reason genetic and evo-
lutionary computing methods are sometimes referred to in the literature
as “embarrassingly parallel.”

Parallelization is important for applications to automatic quantum
computer programming because these applications often call for quan-
tum computer simulation in the fitness test. As discussed in Chapter 2,
the classical simulation of quantum algorithms generally entails exponen-
tial inefficiencies, so fitness tests that rely on such simulation will require
significant time and/or memory. We cannot fully regain the exponen-
tial losses through parallelism (unless we can afford to grow our com-
puter cluster exponentially!), but we can nonetheless expand the range
of quantum computation problems that can be addressed by deploying
our genetic and evolutionary computation systems across modest-sized
computer clusters.

4. Applicability of Genetic and Evolutionary
Computation

Genetic and evolutionary computation methods are powerful in part
because they require little advance knowledge of the problems being
posed or of the structure of possible solutions. Methods with this prop-
erty are sometimes called “weak methods” in the literature, but this
designation actually implies generality, not lack of power.

Genetic and evolutionary computation methods leverage computa-
tional resources (CPU cycles) to search vast spaces, combining “blind”
exploration (e.g. random initial populations and random variation) with
goal-directed guidance (via fitness-based selection, and often via the
combinatorics of genetic recombination). As such they are ideal for
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exploring domains about which we have little prior knowledge. This
makes them very powerful tools in the engineer’s toolkit.

But by the same token genetic and evolutionary computation tech-
nologies, like all so-called weak methods, will generally underperform
specialized methods that are based on a deep understanding of a partic-
ular problem area’s search space. When one knows a domain sufficiently
well one can often develop problem-solving methods that are consider-
ably more efficient than random variation and selection.

Owing to our current relative ignorance about the nature of quantum
algorithms, about the principles of quantum software engineering, and
about quantum complexity theory, the applicability of genetic and evolu-
tionary methods to automatic quantum computer programming appears
to be strong at present. It may weaken, however, as the fields of quantum
computing and quantum information theory mature.



Chapter 5

GENETIC PROGRAMMING

This book is concerned with automatic quantum computer program-

ming by means of genetic and evolutionary computation. In Chapter
4 we described genetic and evolutionary computation methods in gen-
eral; here we narrow the focus to the form of genetic and evolutionary
computation most directly concerned with the discovery of programs,
namely “genetic programming.” We provide a concise introduction to
the basic concepts of genetic programming, a detailed example, and a
discussion of the steps that one must generally take to obtain and under-
stand useful results from a genetic programming system. The techniques
described in this chapter are not specific to quantum computing; we will
narrow the focus further to genetic programming for quantum comput-

ers in Chapter 7, following the description, in Chapter 6, of advanced
genetic programming techniques that are particularly useful for evolving
quantum programs.

1. Programming by Genetic Algorithm
A “genetic programming” system is a genetic algorithm in which the

chromosomes are executable computer programs. There is no sharp line
between “executable computer programs” and other chromosomal en-
codings at a fundamental level of analysis, since the elements of any en-
coding could be considered “commands” in some language for which the
chromosome-decoder is the “compiler” or “interpreter.” But in practice
so-called genetic programming systems tend to differ from other genetic
algorithms in several ways. Although there are exceptions, genetic pro-
gramming systems tend to use chromosome encodings that are similar
in syntax and semantics to existing programming languages. They tend
to allow chromosomes to vary in length (as computer programs normally
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do) and to incorporate hierarchical, compositional structures. And they
often allow one to combine the use of special-purpose, problem-specific
instructions or variables with general-purpose, commonly-used instruc-
tions (for example, + and ×).

As a result, a genetic programming system is not only a problem-
solving system but also an automatic programming system. We provide
the system with information that describes what we want a program to
do (primarily via the fitness function), and a successful run of the system
produces (via evolution) a program that meets the desired specification.
We must also provide values for a few other parameters (such as the set
of instructions that may be used, population sizes, and genetic operator
rates), but most of this is straightforward and requires little expertise
about the problem we are using the system to solve.

In other words, what we provide to a genetic programming system
is mostly just a specification of the behavior of the program that we
seek. A successful run of the system produces, automatically, a program
that exhibits the desired behavior. So genetic programming is an auto-
matic programming technology that produces programs via genetic and
evolutionary computation.

As John Koza has argued forcefully in several of his books, automatic
programming is an extremely general capability that can be applied in
almost every conceivable area of science and technology (Koza, 1992;
Koza, 1994; Koza et al., 1999; Koza et al., 2003). Genetic programming
in particular has been applied to a wide range of problems, including
many in science and technology and even several in the arts (for example,
Spector and Alpern, 1994; Polito et al., 1997).

Beyond its applicability to “external” problems, automatic program-
ming (and thereby genetic programming) also opens up new approaches
to the study of fundamental questions in computer science itself. This
is because many fundamental questions in computer science are about
whether or not there exist computer programs having particular proper-
ties. Many of these questions can be approached using analytical tech-
niques; for example, mathematical proofs are often employed to demon-
strate negative results, proving that no program can possibly have some
particular set of properties. But many other questions are best ap-
proached via algorithm design — researchers attempt to find programs
that have the properties in question, usually relying on their own expe-
rience and ingenuity to do so.

Automatic programming technologies open the door to new approaches
to such questions, allowing us to use the computer itself to search the
space of computer programs and thereby to expand the frontiers of the-
oretical computer science. They allow us to do “computer science by
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automatic programming” — and if our automatic programming tech-
nology is genetic programming, then we can do “computer science by
genetic programming.” This is in fact the goal of the present book,
which seeks more specifically to describe some of the ways in which one
can do “quantum computer science by genetic programming.”

The most widely used genetic programming techniques are docu-
mented in Koza’s books (Koza, 1992; Koza, 1994; Koza et al., 1999; Koza
et al., 2003), although some readers may prefer the more concise intro-
duction in (Banzhaf et al., 1998), which also includes a survey of alterna-
tive approaches such as “machine code” genetic programming. Innova-
tions in genetic programming technique are regularly reported at several
international conferences with published proceedings, most notably the
Genetic and Evolutionary Computation Conference (GECCO), which
combines the previously existing Genetic Programming Conference and
the International Conference on Genetic Algorithms. Important jour-
nals in the field include Genetic Programming and Evolvable Machines

and Evolutionary Computation. Advances in genetic programming tech-
nique have also been documented in several edited books (Kinnear, Jr.,
1994a; Angeline and Kinnear, Jr., 1996; Spector et al., 1999c; Riolo and
Worzel, 2003). A searchable, online bibliography on genetic program-
ming is also available.1

2. Traditional Program Representations
It is a simple matter to suggest the use of executable computer pro-

grams as chromosomes in a genetic algorithm, but it is more difficult to
devise detailed schemes for program representations and genetic oper-
ators that allow such a genetic algorithm to perform well. The most
popular scheme for genetic programming, which is now often called
“traditional” genetic programming, “standard” genetic programming,
or “tree-based” genetic programming (for reasons that will be made
clear below), was developed and popularized primarily by John Koza,
although similar ideas were also presented early by others (Cramer, 1985;
Koza, 1992).

One obvious concern in using programs as chromosomes is that pro-
grams must generally conform to a particular syntax — that of the
programming language in which they are expressed — in order to be
meaningful at all. The misplacement of a single character in a program
in most languages is very often “fatal,” in that the program will fail even
to compile or will cause an interpreter to halt abnormally in an error

1http://liinwww.ira.uka.de/bibliography/Ai/genetic.programming.html
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condition. The genetic operators in a genetic algorithm are generally
“blind” — they “slice and dice” chromosomes without any cognizance
of chromosomal syntax. How then are we to ensure that the “offspring”
of syntactically valid programs, as produced by genetic operators, are
always (or at least often) themselves syntactically valid?

The traditional approach to this concern is to use a syntactically min-
imal programming language as the language for the evolving (chromoso-
mal) programs. Although there are many candidates for such a language
(and several have been explored), the one traditionally used is a tiny
subset of Lisp.

Lisp is a language with a long and important history in computer
science (see, for example, McCarthy et al., 1966, Steele Jr., 1984, and
Graham, 1994), but few of its significant features are exploited in tra-
ditional genetic programming. For the most part, all that is used is the
basic syntax for programs (which, in Lisp, are also data). The subset of
Lisp syntax used in traditional genetic programming is usually just:

program ::= terminal | ( functionn programn )

In other words:

A “terminal” is a program; terminals are often constants (like “5”
or “3.14” or “TRUE”) although they may also be variables or zero-
argument functions.

A parenthesized sequence of an n-ary function followed by n addi-
tional programs is a program. This is a prefix notation for a function
call with n arguments.

A simple example is an expression like:

(+ (* X Y)

(+ 4 (- Z 23)))

This expression is interpreted “functionally,” with each program re-
turning a value to the enclosing context, usually to be passed as an
argument to the function heading the enclosing expression. Overall this
example returns the sum of two values, the first of which is the product
of X and Y (which are presumably variables containing numbers), and
the second of which is the sum 4 and Z minus 23.

Functional interpretation (that is, interpretation in which each func-
tion call’s primary job is to return a value to the enclosing context) is
not mandatory, however, and many genetic programming applications
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Figure 5.1. A tree graph of the arithmetic Lisp expression given in the text.

have utilized functions that act primarily by side-effect on external data
structures. For example, in the classic “artificial ant” problem (Koza,
1992) the terminals (LEFT, RIGHT, and MOVE) are interpreted as com-
mands to a simulated ant moving on a grid containing simulated food.
They return no values, and the functions that can appear as the first
items of parenthesized expressions “expect” no arguments; they merely
serve to sequence the calls to the side-effecting terminals (in some cases
conditionally).

The essential feature of this program representation with respect to
genetic programming is syntactic uniformity — any sub-program can
be substituted for any other sub-program within any program, and
the result will necessarily be syntactically well formed. It is therefore
easy to devise genetic operators that operate “blindly” on programs
but nonetheless always produce syntactically valid results. These repre-
sentations are often called “tree-based” because they can be presented
graphically using tree structures as in Figure 5.1, which shows the tree
form of the arithmetic expression given above.

In traditional genetic programming all of the constant terminals used
for a particular run must be of the same data type. The functions used
in the run must all return values of this same type, and must take argu-
ments only of this type. These restrictions prevent type incompatibility
errors, but they are inconvenient; several ways to relax these restrictions
are discussed in Chapter 6.

Additional steps must often be taken to ensure that arbitrary pro-
grams are also semantically valid — that is, that they will always execute
without error, producing interpretable (even if incorrect) results. For
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example, one must sometimes engineer special return values for “patho-
logical” calls, such as division by zero. To handle division by zero, one
usually replaces the division function with a “protected division” func-
tion that returns an arbitrary value (for example, zero or one) when
it receives zero as its second argument (Koza, 1992). Similar strategies
can be employed to produce “protected” versions of other functions with
pathological special cases.

3. Traditional Genetic Operators
The most common forms of genetic programming mutation involve the

replacement of an arbitrarily chosen subprogram of with a newly gener-
ated random subprogram. For example, consider the following program:

(+ (* X Y)

(+ 4 (- Z 23)))

If we wish to mutate this program we first select a random subprogram
for replacement, as follows:

(+ (* X Y)

(+ 4 (- Z 23)))

We then generate a new random subprogram and insert it in place of
the selected subprogram:

(+ (- (+ 2 2) Z)

(+ 4 (- Z 23)))

There is plenty of room for variation of this basic scheme for mutation
and many variants have been explored. For example, it is common
to bias the selection of subprograms in favor of entire function calls
(rather than terminals) (Koza, 1992), and one can vary the ways in
which random subprograms are generated (for example, to limit their
length). One variation that may help to prevent run-away program
growth (“bloat”) forces replacement subprograms to be similar in size
to the subprograms that they replace; this is called “size fair mutation”
(Langdon et al., 1999; Crawford-Marks and Spector, 2002). A survey of
published mutation operators appears in (Langdon, 1998).

Program crossover (recombination) is usually accomplished in a sim-
ilar way, via the swapping of subprograms. Given two parent programs
(which may be selected from the population on the basis of fitness tour-
naments or other fitness-sensitive selection methods), we select random
subprograms in each:
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Parent 1: (+ (* X Y)

(+ 4 (- Z 23)))

Parent 2: (- (* 17 (+ 2 X))

(* (- (* 2 Z) 1)

(+ 14 (/ Y X))))

We then swap the subprograms to produce two potential child pro-
grams:

Child 1: (+ (- (* 2 Z) 1)

(+ 4 (- Z 23)))

Child 2: (- (* 17 (+ 2 X))

(* (* X Y)

(+ 14 (/ Y X))))

Again, many variations have been proposed and tested, including vari-
ations intended to increase the chances that children of fit parents will
themselves be fit, variations intended to increase or decrease the “ex-
ploratory power” of recombination, and variations intended to control
the size and shape statistics of evolving populations.

The rates at which these genetic operators are applied — that is, the
proportions of a generation produced by mutation, crossover, and exact
reproduction — have also been the subject of many studies (for example,
Luke and Spector, 1998).

4. Example: Symbolic Regression
This section provides a brief example of traditional genetic program-

ming applied to a “symbolic regression” problem. The task in symbolic
regression (Koza, 1992) is to find an equation that fits a provided set of
data. Many other types of regression analysis require the user to specify
the form of the solution (for example, linear or quadratic) in advance;
by contrast, in symbolic regression we have no a priori knowledge of the
form of the solution and we expect the genetic programming system to
find both the form and the details of the solution equation.

The example that we consider here is a 2-dimensional symbolic re-
gression problem, in which we are given a set of (x, y) pairs and the task
of producing a program that takes an x value as input and produces the
appropriate y value as output. For the example here we generated the
data from the function y = x3−0.2, using 20 x values evenly distributed
between zero and one. Of course the system is given only the data and
not the function that generated the data; the task of the system is to
re-discover the generating function.
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Table 5.1. Parameters for the example run of traditional genetic programming on a
symbolic regression problem. The “%” function is a protected division function that
returns 1 if its second argument is 0. Detailed explanations of these parameters can
be found in (Koza, 1992).

Target function y = x3 − 0.2
Function set {+,−, ∗,%}
Terminal set {x, 0.1}

Maximum number of Generations 51
Size of Population 1000

Maximum depth of new individuals 6
Maximum depth of new subtrees for mutants 4
Maximum depth of individuals after crossover 17

Fitness-proportionate reproduction fraction 0.1
Crossover at any point fraction 0.3

Crossover at function points fraction 0.5
Selection method fitness-proportionate

Generation method ramped-half-and-half
Randomizer seed 1.2

Koza’s “Little Lisp” demonstration genetic programming code2 was
used for the run described below, with the parameters shown in Table
5.1. For each fitness test the program under consideration was evaluated
for each of the 20 x values. Each such “fitness case” produced an error
value, calculated as the absolute value of the difference between the y
value produced by the program and the y value corresponding to the
input x value in the data set. The sum of the errors over the 20 fitness
cases was taken to be the overall “fitness” of the program, with lower
fitness values indicating better programs. The fitness value for a perfect
program, using this scheme, is zero.

In the initial, randomly generated population (generation 0), the pro-
gram with the best (lowest) fitness was as follows:

(- (% (* 0.1

(* X X))

(- (% 0.1 0.1)

(* X X)))

0.1)

2http://www.genetic-programming.org/gplittlelisp.html
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This program has a fitness value (total error) of about 2.22127 and is
shown graphed against the target function ( y = x3 − 0.2) in Figure 5.2.
The best fitness in the population generally improved each generation,
with the best program in generation 5 being the following:

(- (* (* (% X 0.1)

(* 0.1 X))

(- X

(% 0.1 X)))

0.1)

This program has a fitness of 1.05 and and is shown graphed against
the target function in Figure 5.3. By generation 12 a considerably better
program was found, with a fitness value of 0.56125:

(+ (- (- 0.1

(- 0.1

(- (* X X)

(+ 0.1

(- 0.1

(* 0.1

0.1))))))

(* X

(* (% 0.1

(% (* (* (- 0.1 0.1)

(+ X

(- 0.1 0.1)))

X)

(+ X (+ (- X 0.1)

(* X X)))))

(+ 0.1 (+ 0.1 X)))))

(* X X))

This program is shown graphed against the target function in Figure
5.4. Although this program is large, some of the code that it contains is
“junk” because, for example, it produces a result that is later multiplied
by zero. Issues related to such non-functional code and its possible con-
tributions to code “bloat” and evolutionary progress have been discussed
extensively in the literature; see for example (Luke, 2000).

In this run a perfect solution (fitness 0) was found in generation 22
(Figure 5.5), in the following form:

(- (- (* X (* X X)) 0.1) 0.1)
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Figure 5.2. The performance of the
best program of generation 0, plot-
ted against that of the target function,
in an application of standard genetic
programming to a symbolic regression
problem.
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Figure 5.3. The performance of the
best program of generation 5.
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Figure 5.4. The performance of the
best program of generation 12.
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Figure 5.5. At generation 22, a per-
fect match to the target function is
found.

5. Obtaining Genetic Programming Results
Genetic programming is a general technique that can be applied, with-

out substantial re-engineering, to a wide array of problems. The prepara-
tory steps that one must complete to apply the technique to a new prob-
lem include the selection and/or definition of appropriate functions and
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terminals out of which programs will be constructed, the definition of
a problem-specific fitness function, and the setting of other parameters
such as population size and mutation and crossover rates. These steps
are described in detail by John Koza (Koza, 1992), who also makes
the case that one can often obtain good results by making straightfor-
ward or standardized choices in each of the preparatory steps. Although
solutions may emerge more rapidly or more reliably with a carefully
circumscribed function set, or with a refined fitness function, or with
a mutation rate that has somehow been adjusted to suit a particular
problem, etc., one often finds that the “obvious” or standard choices
nonetheless suffice to solve the problems in which one is interested.

Nonetheless, in some cases — particularly when attempting to solve
difficult real-world problems — it may be necessary to apply more art
than science to genetic programming’s preparatory steps. If a problem
is resisting solution, for example, then one might want to use a larger
population. But larger populations require more processing time, which
may make it difficult to run the system for a sufficiently large number of
generations. As a consequence one might try running with various pop-
ulation sizes for a small number of generations to get a sense of the rates
of progress at each setting, and one might follow up this exploration with
an extended run at a particular population size. Similarly, one might no-
tice that the system tends to get “stuck” short of a solution, after which
the diversity of the population plummets.3 In this case one might ex-
periment with different mutation or crossover rates or alternative fitness
functions. One may gain other insights, and be led to experiment with
other parameters, by watching average program sizes over the course of
a run. In short, while standard choices for many parameters may per-
form reasonably well for a wide range of problems, progress on difficult
real-world problems sometimes, nonetheless, demands experimentation
and tuning.

Once a solution has been found, it may require further work to under-

stand the solution that has evolved. Genetic programming may produce
programs that solve problems by means of novel principles, and the es-
sential features of the evolved solutions may be buried in large volumes
of irrelevant or non-functional code. A variety of approaches has been
applied to this problem of analysis. In some cases it may be relatively
easy to edit out non-functional code, such as expressions that produce
values that are later multiplied by zero, using knowledge about the func-

3Several measures of population diversity have been developed in the genetic programming
literature; see for example (Burke et al., 2002a) and (Burke et al., 2002b).
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tion and terminal sets and the ways that they interact. In other cases
it may be more helpful to use a second phase of genetic programming
to minimize the size of the result. For example, one can define the fit-
ness of any genuine solution to be the size of the solution program, and
the fitness of any non-solution to be larger than the largest permissible
size. One can then conduct a run of genetic programming with an ini-
tial population consisting only of previously found (but probably large)
solutions, and use the run to minimize solution length. In many cases,
however, the only path to understanding a solution produced by genetic
programming is to trace carefully the execution of the solution program.



Chapter 6

EVOLUTION OF COMPLEX PROGRAMS

Traditional genetic programming, as described in Chapter 5, is a
powerful problem-solving tool but it nonetheless has several limitations.
Some of these limitations prevent the successful application of the tech-
nique to large-scale, difficult problems such as the automatic quantum
computer programming problems discussed in this book. Fortunately,
however, an active international community of researchers has enhanced
the technique in ways that extend its power significantly; in this chapter
several such enhancements are presented, with a focus on those that find
direct application in automatic quantum computer programming.

More specifically, this chapter describes some of the ways in which
genetic programming techniques can be used to evolve programs that
include multiple data types, modules, and developmental components.
Although these capabilities were developed for problems unrelated to
quantum computing, several of them are nonetheless particularly useful
for the evolution of quantum programs. The author’s Push programming
language for genetic and evolutionary computation, which provides some
of the desired advanced capabilities in unusually simple ways, and the
author’s PushGP genetic programming system, which evolves Push pro-
grams, are described in detail. These technologies, while not themselves
specifically oriented toward quantum computing, underlie the techniques
for automatic quantum computer programming described in Chapter 7,
which are in turn used for the production of the results documented
in Chapter 8. The chapter concludes with a brief description of self-
adaptive “autoconstructive evolution” techniques that are enabled by
Push.

55
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1. Types, Modules, and Development
In many application areas it is natural to use several data types. In

automatic quantum computer programming, for example, it is natural to
use integers (for qubit indices), floating-point numbers (for parameters
to quantum gates such as Uθ), and possibly unitary matrices containing
complex numbers (for the expression of novel quantum gates). For some
problems it may be natural to use even more types, for example arrays
of classical (non-quantum) bits, genuine ratios (such as 2

3 , as opposed
to 0.666...), etc. In this context, one of the most glaring limitations of
the traditional genetic programming technique is the requirement that
evolved programs can manipulate values only of a single data type.

One can sometimes work around the single-type limitation of the stan-
dard technique by considering all of the required values to be members
of a “union” of several data types, and by ensuring that all of the func-
tions in the function set can handle all possible members of this union
type in all argument positions. But this is an awkward maneuver that
becomes impractical for problems that call for many data types.

To address this need, David Montana has developed an extension
to traditional genetic programming called “strongly typed genetic pro-
gramming.” In strongly typed genetic programming one annotates each
terminal and each function with type information (Montana, 1993). New
procedures, which are sensitive to this type information, are used for the
generation of random programs and for genetic operators such as mu-
tation and crossover. As long as these operations all respect the type
requirements of the functions and terminals used by the system, the
remainder of the genetic programming process can proceed unchanged.

Strongly typed genetic programming allows for the evolution of pro-
grams that manipulate multiple types, although it presumably also has
impacts on evolutionary dynamics. For example, because strongly typed
crossover can swap subprograms only if they return the same types, there
will generally be many fewer crossover options for a pair of strongly typed
programs than there would be for a pair of untyped programs of similar
sizes. It is not clear if these impacts are generally beneficial, detrimental,
or neutral, but it is clear in any event that Montana’s technique allows
genetic programming to be applied to a wider range of problems. Prac-
titioners have found it to be useful in many situations and developers
have incorporated it into many genetic programming systems.

Another limitation of the standard technique that should be clear to
any student of programming languages is the lack of facilities for the
expression of subroutines or other modular code structures. For au-
tomatic quantum computer programming modular structures may be
particularly helpful because, for example, one often wishes to perform
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an identical transformation on each of several qubits in a quantum reg-
ister. Some forms of modular code structure, based on conditionals
(“IF THEN” structures) and iterative loops (“DO UNTIL” structures),
can be incorporated into genetic programming in straightforward ways
(Koza, 1992), but these fall short of the code structuring facilities pro-
vided in even the most rudimentary programming languages designed
for human use. For any complex program it is usually advantageous
to design blocks of code that can be expressed once and then reused
multiple times with different inputs over the course of a single program
execution.

A variety of schemes have been proposed for the incorporation of mod-
ules (sometimes also called subroutines, defined functions, automatically
defined functions, automatically defined macros, or products of encapsu-
lation) in the programs that are manipulated and produced by genetic
programming (see for example Koza, 1990; Koza, 1992; Angeline and
Pollack, 1993; Kinnear, Jr., 1994b; Spector, 1996; Racine et al., 1998;
and Roberts et al., 2001). The most popular of these is probably the
“Automatically Defined Function” (ADF) scheme presented in detail by
Koza in his first and second genetic programming books (Koza, 1992;
Koza, 1994). In this scheme the structure of the programs in the pop-
ulation is restricted to a pre-specified modular architecture, with some
fixed number of function definitions (each of which takes some fixed num-
ber of arguments) and a “result-producing branch.” One also specifies,
in advance, which automatically defined functions can call which other
automatically defined functions. Program generation and manipulation
procedures (for example, the procedures for mutation and crossover) are
all refined to respect the restrictions of the specified modular architec-
ture.

Koza showed that the use of ADFs allows genetic programming to
exploit regularities inherent in many problems and thereby to scale up
to substantially larger problem instances. He also showed that the use
of ADFs usually allows solutions to be found more quickly and that
the solutions so found are usually more parsimonious than those found
by the traditional genetic programming technique. In subsequent work
he showed how one can add another “architecture altering” layer to the
genetic programming process to allow ADF architecture to evolve during
a run (Koza et al., 1999).

The final limitation of traditional genetic programming to be consid-
ered here concerns the evolution of programs or other executable struc-
tures that do not easily map to traditional Lisp-derived program repre-
sentation. For example, a neural network is in some sense a program,
but many neural network architectures (“recurrent” architectures) allow
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Figure 6.1. A schematic view of a Push interpreter.

for loops that do not map nicely to the tree-like structures of traditional
genetic programming. Of course, one can evolve neural networks using
other forms of genetic and evolutionary computation; for example, one
can use neuron connectivity matrices as chromosomes and evolve net-
works using traditional genetic algorithm techniques. But several fea-
tures of the genetic programming paradigm are useful for the evolution
of neural networks, including support for variable-length representations
and the forms of modular reuse described in the previous paragraphs.

To address this need several researchers have extended the genetic
programming technique with “developmental” features. Although there
are variations, the basic move in most developmental approaches is to
retain traditional program representations but to drop the notion that
an evolved program itself solves to the problem under consideration.
Rather, the evolved (chromosomal) program, when executed, produces
(or develops into) another program that actually solves the problem. In
some cases the structure produced by the execution of the chromosomal
program is not a “program” in the traditional sense but instead some
other type of “executable object” which is then “run” to determine the
behavior and fitness of the individual. For example, in some of John
Koza’s work the execution of the chromosomal program produces speci-
fications for electrical circuits or control systems (Koza et al., 1999; Koza
et al., 2003). In other cases the product of development may be a pro-
gram in the traditional sense but the chromosome may not; for example,
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in grammatical evolution the chromosome is a string of bits or integers
which is transformed into a program, during development, by a process
that involves indexing into a grammar of a conventional programming
language (O’Neill and Ryan, 2003). In yet other cases there may be
no clear distinction between the developmental and execution phases;
for example, in the ontogenetic programming framework (Spector and
Stoffel, 1996b; Spector and Stoffel, 1996a), and in the PushGP system
described in Section 6.4, programs can modify (develop) their own code
as they run. While doing so they may also be constructing secondary
programs or executable structures which are themselves the solutions to
the problems under consideration — if so then the systems of which they
are elements are “developmental” in two distinct senses.

Most developmental process must be conducted as a part of every
fitness test, although in some cases it is possible to assess a program on
multiple “fitness cases” (input sets) after a single developmental phase.
Development can be accomplished by various means, with the most com-
mon strategy being to begin each developmental phase with a minimal
“embryo,” to which later function calls add components. The secondary,
developed “program” may take various forms, ranging from neural net-
works (Gruau, 1994) to electrical circuits, control system specifications
and even metabolic pathways (Koza et al., 2003). And as we will see in
Chapter 7, similar techniques are also useful for the evolution of quan-
tum computer algorithms.

2. The Push Programming Language

Push is a programming language designed specifically for use in ge-
netic and evolutionary computation systems that evolve programs, as
the language in which evolving programs are expressed (Spector, 2001;
Spector and Robinson, 2002a; Spector et al., 2003b). Push has an unusu-
ally simple syntax, which facilitates the implementation (or evolution)
of mutation and recombination operators that generate and manipulate
programs. Despite this simple syntax, Push provides more expressive
power than most other program representations that are used for pro-
gram evolution. This expressive power allows Push-based genetic and
evolutionary computation systems to provide many of the advanced ca-
pabilities described in Section 6.1 (along with others) with less system
complexity or user configuration.

Push programs can process multiple data types without the syntax
restrictions that usually accompany this capability, and they can express
and make use of arbitrary control structures (e.g. recursive subroutines
and macros) through the explicit manipulation of their own code (via
a CODE data type). This allows Push to support the automatic evo-
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lution of modular program architectures in a particularly simple way,
even when it is employed in an otherwise ordinary, ADF-free genetic
programming system (such as PushGP; see Section 6.4). Push can also
support entirely new evolutionary computation paradigms such as “au-
toconstructive evolution,” in which genetic operators and other compo-
nents of the evolutionary system themselves evolve (as in the Pushpop
and SwarmEvolve 2.0 systems; see Section 6.5).

Push achieves its combination of syntactic simplicity and semantic
power through the use of a stack-based execution architecture that in-
cludes a stack for each data type. This architecture extends the single-
type architecture used in previous work on “stack-based genetic pro-
gramming” (Perkis, 1994; Stoffel and Spector, 1996; Tchernev, 1998).

A diagram of the Push execution architecture is shown in Figure 6.1.
The CODE data type, which has its own stack and an associated set of
code-manipulation instructions, provides many of the more interesting
features of the language. Push instructions, like instructions in all stack-
based languages, take any arguments that they require and leave any
results that they produce on data stacks.

To provide for “stack safe” execution of arbitrary code Push adopts
the convention, used widely in stack-based genetic programming, that
instructions requiring arguments that are not available (because there
are too few values on the relevant stacks) become NOOPs; that is, they
do nothing. Because Push’s stacks are typed, instructions will always
receive arguments and produce results of the appropriate types (if they
do anything at all), regardless of the contexts in which they occur.

The syntax of Push is simply this:

program ::= instruction | literal | ( program∗ )

In other words:

An instruction is a Push program.

A literal is a Push program.

A parenthesized sequence of zero or more Push programs is a Push
program.

Parenthesized sequences are also referred to as “lists,” and Push pro-
grams can in fact be treated as list data structures. Literals are constants
such as “3” (an integer constant), “3.14” (a floating point number con-
stant), and “TRUE” (a Boolean constant). Instruction names generally
start with the name of the type that they primarily manipulate, followed
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by a “.”; for example, INTEGER.+ is the instruction for adding two in-
tegers, and BOOLEAN.DUP is the instruction for duplicating the value on
the top of the Boolean stack.

Execution of a Push program involves the recursive application of the
following procedure:

To execute program P:

If P is a single instruction then execute it.

Else if P is a literal then push it onto the

appropriate stack.

Else P must be a list; sequentially execute

each of the Push programs in P.

A top-level call to the interpreter can be provided with a list of lit-
erals to be pushed onto the appropriate stacks before the program is
executed. In addition, the program passed to the top-level call will it-
self be pushed onto the CODE stack before execution; this convention
simplifies the expression of some recursive programs (see below for an
example).

The CODE.QUOTE instruction is an exception to the execution proce-
dure given above. Execution of CODE.QUOTE has no immediate effect,
aside from changing the state of the interpreter such that the subse-
quent piece of code considered for execution will not in fact be executed
— it will instead be pushed onto the CODE stack. This provides a conve-
nient way to get specific pieces of code onto the CODE stack, where they
may be manipulated and/or executed by later instructions.

The NAME data type provides for symbolic variable names and associ-
ated binding spaces via GET and SET instructions that are defined for all
types. Any identifiers that do not represent known Push instructions or
literals of other types (such as TRUE and FALSE) are recognized as NAMEs,
and are pushed onto the NAME stack when executed.1 CODE, like any
other type, has a binding space; this means that NAMEs can be used to
name subroutines (or pieces of code for any other purpose) in the same
way that they can be used to implement variables of other types.

A Push interpreter contains a random code generator that can be
used to produce random programs or program fragments. This can be
called from outside the interpreter (for example to create or mutate pro-
grams in a genetic programming system) or from a standard CODE.RAND

1Some implementations of Push may require NAMEs to be distinguished in other ways as well,
for example by beginning with a special character such as “ ”. The NAME type is not used
in the examples in Chapter 8, but it is described here both for completeness and to simplify
some of the examples in this chapter.
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instruction (which is analogous to RAND instructions available for other
types). Several algorithms for the generation of random code have been
described in the genetic programming literature. Random code genera-
tion is less complicated for Push programs than it is for Lisp-style code
trees, since in Push one doesn’t have to worry about function “arity” or
about function versus argument positions when generating code. So it is
easier, for example, to generate programs with predictable size and shape
distributions. The standard Push random code generation algorithm is
shown in Figure 6.2. It produces a uniform distribution of sizes and
what seems to be a reasonable distribution of shapes, in a reasonable
amount of time. An “ephemeral random constant” mechanism, simi-
lar to that employed in traditional genetic programming (Koza, 1992),
allows randomly-generated code to include newly-generated literals of
various types.

Execution safety is an essential feature of Push, in the sense that
any syntactically correct program should execute without crashing or
signaling an interrupt to the calling program. This is because Push is
intended for use in genetic and evolutionary computing systems, which
often require that bizarre programs (for example those that result from
random mutations) be interpreted without interrupting the evolutionary
process. The “stack safety” convention described above (that is, the
convention that any instruction that finds insufficient arguments on the
stacks acts as a NOOP) is one component of this feature. In addition,
all instructions are written in ways that are internally safe; they have
well defined behavior for all predictable inputs, and they typically act
as NOOPs in predictable “exceptional” situations (like division by zero).

Additional safety concerns derive from the availability of explicit code
manipulation and recursive execution instructions, which can in some
cases produce exponential code growth or non-terminating programs.
In response to these concerns Push interpreters enforce two limits:

EVALPUSH-LIMIT: This is the maximum allowed number of “executions”
in a single top-level call to the interpreter. The execution of a single
Push instruction counts as one execution, as does the processing of a
single literal, as does the descent into one layer of parentheses (that
is, the processing of the “(” counts as one execution). When this limit
is exceeded the interpreter terminates execution immediately, leaving
its stacks in the states they were in prior to termination (so they may
still be examined by a calling program). Whether or not this counts
as an “abnormal” termination is up to the calling program.

MAX-POINTS-IN-PROGRAM: This is the maximum size of an item on the
CODE stack, expressed as a number of points. A point is an instruction,
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a literal, or a pair of parentheses. Any instruction that would cause
this limit to be exceeded instead acts as a NOOP, leaving all stacks in
the states that they were in before the execution of the instruction.

The convention regarding the order of arguments for instructions that
are more commonly rendered as infix operators is that the argument
on the top of the stack is treated as the right-hand argument and the
argument second-from the top is treated as the left-hand argument. This
means that the linear representation of an expression containing one of
these instructions looks like the normal infix expression, except that
the instruction has been moved to the end. For example, we divide
3.14 by 1.23 using “( 3.14 1.23 FLOAT./ )”. Similarly, 23 minus 2 is
expressed as “( 23 2 INTEGER.- )”.

While Push’s stacks are generally treated as genuine stacks — that is,
they are accessed only “last in, first out,” with instructions taking their
arguments from the tops of stacks and pushing their results onto the
tops of stacks — a few instructions (like YANK and SHOVE) do allow di-
rect access to “deep” stack elements by means of integer indices. To this
extent the stacks can be used as general, random access memory struc-
tures. This is one of the features that ensures the Turing-completeness
of Push (another being the arbitrary name/value bindings supported by
the NAME data type and SET/GET methods).

Additional types can be added to a Push implementation with relative
ease; types that have been added to date include vectors and unitary
matrices (as described in Chapter 7), and one could add both additional
standard types (for example, arrays and strings) and more exotic types
(possibly URLs, images, etc.) for the sake of particular applications. A
standardized interpreter configuration file format helps to ensure that
different Push implementations can be configured to behave in the same
ways on the same inputs.

More information on Push, including the current language specifica-
tion document, pointers to implementations of Push interpreters (some
in source code form), and related publications can be found online via
the Push project home page.2

3. Push Examples
This section contains just a few simple examples, to give the reader

a feel for the language and a few of its features that are convenient for
genetic and evolutionary computation. More examples, including test
suites, are available from the Push project home page.

2http://hampshire.edu/lspector/push.html
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Function RANDOM-CODE (input: MAX-POINTS)

Set ACTUAL-POINTS to a number between 1 and
MAX-POINTS, chosen randomly with a uniform distribu-
tion.

Return the result of RANDOM-CODE-WITH-SIZE called with
input ACTUAL-POINTS.

Function RANDOM-CODE-WITH-SIZE (input: POINTS)

If POINTS is 1 then choose a random element of the in-
struction set. If this is an ephemeral random constant
then return a randomly chosen value of the appropriate
type; otherwise return the chosen element.

Otherwise set SIZES-THIS-LEVEL to the result of
DECOMPOSE called with both inputs (POINTS − 1). Re-
turn a list containing the results, in random order,
of RANDOM-CODE-WITH-SIZE called with all inputs in
SIZES-THIS-LEVEL.

Function DECOMPOSE (inputs: NUMBER, MAX-PARTS)

If NUMBER is 1 or MAX-PARTS is 1 then return a list con-
taining NUMBER.

Otherwise set THIS-PART to be a random number between
1 and (NUMBER − 1). Return a list containing THIS-PART

and all of the items in the result of DECOMPOSE with inputs
(NUMBER − THIS-PART) and (MAX-PARTS − 1)

Figure 6.2. The random code generation algorithm used both for the CODE.RAND

instruction and for generating random programs for other purposes, for example in
the initialization phase of PushGP.
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First, some simple arithmetic:

( 5 1.23 INTEGER.+ ( 4 ) INTEGER.- 5.67 FLOAT.* )

.
Execution of this code leaves the relevant stacks in the following states:

FLOAT STACK: (6.9741)

CODE STACK: ( ( 5 1.23 INTEGER.+ ( 4 ) INTEGER.- 5.67

FLOAT.* ) )

INTEGER STACK: (1)

A few points to note about this example:

Operations on integers and on floating point numbers can be inter-
leaved; all instructions take their arguments from the appropriate
stacks and push their results onto the appropriate stacks.

The call to INTEGER.+ does nothing because there are not two integers
on the INTEGER stack when it is executed.

The call to INTEGER.- subtracts 4 (which is on top of the stack) from
5 (which is second on the stack), not the other way around.

The parentheses in “( 4 )” have no effect on the results; paren-
theses serve mainly to group pieces of code for handling by code-
manipulation instructions.

Here is a tiny program that adds an integer pre-loaded onto the stack
to itself:

( INTEGER.DUP INTEGER.+ )

When run with 5 pre-loaded onto the INTEGER stack, for example,
this leaves 10 on top of the stack. The following does the same thing in
a slightly more complicated way, pushing code onto the CODE stack and
then executing it:

( CODE.QUOTE ( INTEGER.DUP INTEGER.+ ) CODE.DO )

The “doubling subroutine” used in this example can be reused in a
variety of ways. For example, one can use the CODE.DUP instruction to
make multiple copies of the subroutine for multiple executions. In the
following example the subroutine is duplicated twice, and then all three
copies are executed sequentially via three calls to CODE.DO. When run
with 5 pre-loaded onto the INTEGER stack this leaves 40 on top of the
stack.
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( CODE.QUOTE ( INTEGER.DUP INTEGER.+ )

CODE.DUP CODE.DUP

CODE.DO CODE.DO CODE.DO )

Another mechanism for code reuse involves named code variables.
The following example is functionally equivalent to the one above, but
the doubling subroutine is stored in the variable DOUBLE using CODE.SET

and then retrieved multiple times using CODE.GET rather than being
duplicated using CODE.DUP:

( CODE.QUOTE ( INTEGER.DUP INTEGER.+ ) DOUBLE CODE.SET

DOUBLE CODE.GET CODE.DO

DOUBLE CODE.GET CODE.DO

DOUBLE CODE.GET CODE.DO )

Although the named subroutine technique is more verbose than the
duplicated subroutine technique in this simple case, it may be convenient
for storage of code during other tasks that also use the CODE stack.

The following more complicated example uses code duplication and
also recursive calls (using CODE.DO in the subroutine) to compute the
factorial of an integer pre-loaded onto the INTEGER stack. This example
makes use of the fact that top-level calls to the interpreter push the
executed code onto the CODE stack before execution:

( CODE.QUOTE ( INTEGER.POP 1 )

CODE.QUOTE ( CODE.DUP INTEGER.DUP 1 INTEGER.- CODE.DO

INTEGER.* )

INTEGER.DUP 2 INTEGER.< CODE.IF )

This works by first pushing two pieces of code (for the base case and
recursive case of the recursive factorial algorithm, respectively) onto the
CODE stack; these are pushed on top of the code for the full program,
which is pre-loaded onto the CODE stack by the top-level call to the
interpreter. The subsequent code compares the provided integer with 2
and, depending on the result of this (which will be found on the BOOLEAN
stack), executes one of the pushed pieces of code (and discards the other).
In the base case this will produce an answer of 1, while in the recursive
case it will recursively compute the factorial of one less than the provided
number, and multiply that result by the provided number. When called
with 5 pre-loaded on the INTEGER stack this leaves the relevant stacks
in the following states:
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CODE STACK: (( CODE.QUOTE ( INTEGER.POP 1 )

CODE.QUOTE ( CODE.DUP INTEGER.DUP 1

INTEGER.- CODE.DO INTEGER.* )

INTEGER.DUP 2 INTEGER.< CODE.IF ))

BOOLEAN STACK: ( )

INTEGER STACK: ( 120 )

A simpler implementation of a Push factorial function can be pro-
duced using the DO*COUNT iteration instruction, which is but one of
several other instructions that recursively invoke the interpreter on code
that is on the CODE stack. DO* is like DO except that it pops its code argu-
ment before, rather than after, the code argument is executed. DO*TIMES
is like DO* except that it executes the popped code a number of times
that is taken from the INTEGER stack. DO*COUNT is like DO*TIMES ex-
cept that it also pushes an iteration counter (starting with 0) onto the
INTEGER stack prior to each iteration. With DO*COUNT an iterative fac-
torial function can be expressed as follows:

( CODE.QUOTE ( 1 INTEGER.+ INTEGER.* )

1 INTEGER.SWAP CODE.DO*COUNT )

In all of the preceding examples, the pieces of code that were used as
subroutines were simply copied (on the stack or via variables) and re-
executed without alteration. But Push also includes a rich set of code-
manipulation instructions that allow programs to modify code in arbi-
trary ways prior to execution. These include several instructions mod-
eled on Lisp’s list-manipulation functions (such as CODE.CAR, CODE.CDR,
and CODE.CONS), along with special-purpose, higher-level instructions
such as CODE.DISCREPANCY (which pushes a measure of the difference be-
tween the top two CODE stack items onto the INTEGER stack), CODE.RAND
(which generates random code using the algorithm in Figure 6.2), and
others. As an example of the sort of dynamic code construction that is
possible, consider the following Push program for calculating 2n for a
positive value of n that is pre-loaded onto the INTEGER stack:

( CODE.QUOTE ( INTEGER.DUP INTEGER.+ ) DOUBLE CODE.SET

CODE.QUOTE ( )

CODE.QUOTE ( DOUBLE CODE.GET CODE.APPEND )

CODE.DO*TIMES

1 CODE.DO )

The first line of this program defines the same DOUBLE subroutine
that was used in a previous example. Line 2 pushes an empty list onto
the CODE stack. Line 3 pushes a piece of code that says “append the
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definition of DOUBLE to whatever is on top of the CODE stack.” Line 4
pops the code from line 3 and then executes it n times (since n was
pre-loaded onto the INTEGER stack). At the end of this step the top item
of the CODE stack will be a program consisting of n repeated instances
of “INTEGER.DUP INTEGER.+”. For example, if 3 has been pre-loaded
onto the INTEGER stack then the top item on the CODE stack after the
execution of line 4 will be:

( INTEGER.DUP INTEGER.+

INTEGER.DUP INTEGER.+

INTEGER.DUP INTEGER.+ )

The 5th and final line of the program pushes 1 onto the INTEGER

stack and then executes the program that was constructed by line 4.
This leaves 2n on top of the INTEGER stack. Although this is an unusual
and somewhat verbose way of calculating 2n, it nonetheless illustrates
some of the ways in which Push programs can dynamically manipulate
and execute code.

4. PushGP: Genetic Programming with Push
PushGP is a genetic programming system that evolves Push programs.

It is a simple system in many respects, in part because it was initially
designed merely as a demonstration of the use of Push in a genetic pro-
gramming system. Most of its algorithms and features are the same
as those used in the simplest traditional genetic programming systems,
and some, owing to efficiencies made possible by Push’s minimalist syn-
tax, are even simpler. Nonetheless, the use of Push as the language in
which evolving programs are expressed provides the following attractive
features:

Multiple data types without constraints on code generation or ma-
nipulation.

Arbitrary modularity without constraints on code generation or ma-
nipulation.

Evolved module architecture with no extra machinery.

Support for explicit, arbitrary recursion.

Support for code self-development and, via extensions such as Push-
pop, the evolution of diversifying reproduction procedures (see Sec-
tion 6.5).
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PushGP is described in detail in documents available from the Push
project’s online web page.3 Here we describe only its basic structure and
note a few aspects of its performance.

A PushGP run begins with the generation of a population of random
programs, using the algorithm shown in Figure 6.2. Each program in
the population is then evaluated for fitness with respect to the target
problem. If a solution to the target problem has been found then it is
printed and the system halts. Otherwise a new generation of programs
is produced through the application of genetic operators to programs in
the current generation that are selected via fitness tournaments. These
are then in turn evaluated for fitness, and the process continues until
a solution is found or until a pre-established generation limit has been
reached.

The genetic operators that are used in PushGP generally include ex-
act reproduction and simple variants of the mutation and crossover op-
erators that were described in Section 5.3, “liberalized” somewhat to
suit the more permissive syntax of Push. Additional operators, such
as an ADD operator that inserts a new subprogram within the parent
and a REMOVE operator that deletes a subprogram from the parent, are
also often used; these have no direct analogues in traditional genetic
programming because such insertions and deletions would, if not per-
formed carefully, produce programs that violate the argument-number
requirements of Lisp-like representations. Alternative operators, includ-
ing some designed to combat run-away code growth (“bloat”), have also
been explored (Robinson, 2001; Crawford-Marks and Spector, 2002). In
addition, an IMMIGRATION operator, which copies programs from disk
files, is sometimes used to facilitate the use of multiple-deme evolution
architectures across networks of workstations.

There is little remarkable about the overall PushGP algorithm itself;
for the most part it is just a re-implementation of traditional genetic
programming. But the fact that the underlying program representa-
tion is Push, which supports multi-type programs and complex control
structures via code self-manipulation, means that this simple system
can evolve multi-type, modular, recursive, and self-developing programs
with no additional mechanisms.

The discerning reader will note that it is one thing to say that the
Push representation “supports” various capabilities, and another thing
entirely to demonstrate that programs with these capabilities actually
do evolve in practice. It is yet another thing to demonstrate, for ex-

3http://hampshire.edu/lspector/push.html
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ample, that the problem-solving advantages of modularization schemes
such as ADFs are also obtained from the “emergent modularization”
process that can occur during a PushGP run. Such demonstrations are
important, but beyond the scope of this book. The fact that many of
the results in Chapter 8 were produced with PushGP provides some
anecdotal evidence of PushGP’s efficacy, but it does not constitute a
systematic assessment. Such assessments have been published elsewhere
demonstrating, for example, “scale up” properties better than those
of genetic programming with ADFs on parity problems (Spector and
Robinson, 2002a), and modularity-based robustness properties similar
to those provided by genetic programming with ADFs on a problem in
a dynamic environment (Spector and Robinson, 2002b).

PushGP often finds unexpected ways to leverage the code manipu-
lation and multi-type facilities of Push to produce unusual (and “un-
human-like”) solutions. For example, while PushGP routinely produces
recursive code, the code that is produced rarely follows the neat out-
lines recommended in programming textbooks, and considerable effort
is sometimes required to understand the ways in which evolved Push
programs manipulate and execute code to achieve their results. In one
example, presented in (Spector and Robinson, 2002a), a program evolved
to solve the ODD problem, of determining whether its input is or is not
an odd number, did so by using the provided number as an index into
the program itself, and by evaluating a property of the code found at
that index. This was a clever (and 100% correct) solution, but not one
that a human programmer would be likely to devise.

PushGP is “self-adaptive” insofar as the number and architecture of
modules to be used in a solution, along with the selection of data types
to be employed, are determined dynamically and automatically as part
of the evolutionary process. To some extent the highly redundant na-
ture of Push syntax — that is, the facts that parentheses can often be
added or deleted and that instruction sequences can often be reordered,
all without changing the function of a program — allows for other forms
of (representational) self-adaptation during a run. Many aspects of the
system, however, must be specified or adjusted manually. For exam-
ple, PushGP uses hand-designed mutation and crossover algorithms and
hand-specified rates of application for each of the genetic operators. Be-
yond PushGP, the code-manipulation features of Push can support more
radically self-adaptive forms of genetic and evolutionary computation, in
which more aspects of the system are under evolutionary control. Some
of these self-adaptive extensions are described in the following section.
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5. Autoconstructive Evolution
Push allows one to integrate, in a syntactically uniform way, the ma-

nipulation of code with the manipulation of problem-oriented data types
(integers, floating point numbers, matrices, etc.). As shown in the previ-
ous section, this capability can be used to support the evolution of pro-
grams that use modules and novel control structures. But it can also be
used, more ambitiously, to bring more of the evolutionary process under
evolutionary control. It be used in this way because a genetic and evo-
lutionary computation system is itself made of code, some of which may
also be permitted to evolve. This section briefly describes some of the
ways in which these ideas can be applied with Push. Note, however, that
the relatively standard PushGP system described in the previous section
has thus far proven more useful in problem-solving contexts (including
automatic quantum computer programming, as described in Chapter 8)
than have such “meta-evolutionary” systems. But it was to support
such systems that Push was originally designed, and these systems may,
by virtue of their self-adaptive capabilities, produce even more powerful
problem-solving technologies in the future.

Several previous genetic and evolutionary computation systems have
incorporated some form of self-adaptation such as the genetic encoding
of mutation rates. In the genetic programming literature more specifi-
cally, several “Meta-GP” systems have been described in which the rates
and also the algorithms for mutation are genetically encoded and there-
fore subject to evolution (Schmidhuber, 1987; Edmonds, 2001). In place
of traditional genetic operators these systems use co-evolving popula-
tions of program-manipulation programs to produce the offspring of the
individuals in the primary (problem-solving) population.

An “autoconstructive evolution” system is a genetic and evolutionary
computation system in which the evolving problem-solving programs are
themselves responsible for the production (and diversification) of their
own offspring, just as biological organisms are responsible both for “mak-
ing a living” in their environments and for producing their own offspring
(Spector, 2001; Spector and Robinson, 2002a). Since the means by which
programs create their offspring are embedded within the evolving pro-
grams themselves, and are therefore subject to variation and natural
selection, significant aspects of the evolutionary process thereby come
under evolutionary control. As an autoconstructive evolution system
runs, the evolutionary process itself, insofar as it is implemented by
the reproductive behaviors of the evolving programs, is constructed by
evolution.
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Autoconstructive evolution can be accomplished with Push in a va-
riety of ways. The first Push-based autoconstructive evolution system,
Pushpop, was derived via minimal changes to PushGP. An additional
code data type, called CHILD, was added that supported all of the stan-
dard code-manipulation instructions except those that cause recursive
execution (like DO, DO*, and IF). At the end of each fitness test any
code left on the top of the CHILD stack became a potential child, stored
with the parent (which could then be considered to be “pregnant”) until
the selection phase. In the selection phase, after all programs in the
population had been evaluated for fitness (and had produced their po-
tential children), fitness tournaments between the parents determined
from which parents children would be taken for inclusion in the next
generation.

To avoid the evolutionary stagnation that would result from programs
that produced only exact clones of themselves, a “no cloning” rule was
imposed; children were not added to the subsequent generation if they
were duplicates either of their parent or of other children that had al-
ready been added.4 Aside from the prohibition against clones, programs
could produce their children in any manner that was expressible in Push
code, including standard mutation and crossover procedures as special
cases. To support sexual recombination procedures (such as crossover),
special instructions were provided to access other individuals in the pop-
ulation (selected by distance, parent’s fitness, or program contents) and
to push their programs onto the current CODE stack. Note that code
could be “borrowed” from more than one mate, enabling complex forms
of multi-way recombination. Because this “borrowed code” could be
used not only for the production of children, but could also be executed
by the parent and thereby contribute to the problem-solving behavior of
the parent, the programs in a Pushpop population could become tightly
interdependent.

Pushpop has been demonstrated to solve simple symbolic regression
problems, but its primary utility to date has been in the study of self-
adaptive evolutionary processes themselves. For example, it has been
used to explore relations between diversification and adaptation, showing
that adaptive populations of Pushpop programs are reliably more diverse
than required by the “no cloning” rule (Spector, 2002).

It is possible to take additional steps in this self-adaptive direction,
for example to allow reproductive timing to be controlled by individual
programs (and hence by evolution), rather than by the hand-designed,

4There is no relation between Pushpop’s “no cloning” rule and the “no cloning theorem” of
quantum information theory.
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generation-based schemes of both PushGP and Pushpop. A system
called SwarmEvolve 2.0 does this, although in a rather different archi-
tectural context. SwarmEvolve 2.0 is an autoconstructive evolution
system in which flying agents evolve in a 3d virtual world that is imple-
mented in the BREVE simulation environment (Klein, 2002).5 These
agents decide on their own when, where, and how to produce children
(using a SPAWN instruction), and many more features of the evolution-
ary system are thereby under evolutionary control. This system has
been used primarily to study evolutionary dynamics; for example, it has
served as a framework for exploring the evolution of collective behaviors
(Spector and Klein, 2002; Spector et al., 2003a; Spector et al., in press).

The utility of autoconstructive evolution systems for automatic quan-
tum computer programming is currently unknown. One may speculate,
however, that such systems will eventually out-perform traditional ge-
netic programming systems by adapting their reproductive mechanisms
and their representations to their problem environments.

5BREVE is available from http://www.spiderland.org/breve.




